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Agent Wallet
Guard
Let agents shop. Not run wild.

A spending firewall between AI agents and PayPal.
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T H E  P R O B L E M

Nobody wants to hand an agent an open wallet

AI agents are starting to shop and pay for us. But an agent 
with payment access can be tricked or just make an 
expensive mistake, and the money is gone before anyone 
notices.

Hijacked
A hidden instruction on a web page tells the agent to pay an 
attacker.

Runaway
A loop or a bad guess burns through the budget unnoticed.

Unrecoverable
Money sent to the wrong merchant is simply gone.

1.0×

3.5×

2.5×

Wrong merchant payout

Runaway loop overspend

Prompt injection hijack

Exposure without a guard (× $200 weekly 
budget)

#1 OWASP LLM Top 10 risk: prompt 
injection (LLM01)
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H O W  I T  W O R K S   |   T H E  T H R E E  D E C I S I O N S

Every payment gets one of three decisions

AUTO-APPROVE

Under $50
Fits the rules and the AI risk check 
agrees.

W H A T  H A P P E N S

Paid instantly in the PayPal 
sandbox.

HUMAN ESCALATE

Over the limit
Above the auto limit, over budget, 
or unusual.

W H A T  H A P P E N S

You get a plain-English reason and 
a 1-tap Approve or Deny.

HARD BLOCK

Scams & attacks
Breaks a hard rule or looks like 
prompt injection.

W H A T  H A P P E N S

Nothing is sent. The reason is 
logged.

D E F A U L T  P E R - P A Y M E N T  T H R E S H O L D S  ( U S D )

$0 – $50 $50 – $300  Human escalate $300+  Hard block

The $200 weekly budget also escalates anything that would push spending over it.
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H O W  I T  W O R K S   |   T H E  D E C I S I O N  F L O W

How Guard decides, step by step

Payment
request

Hard rule or 
injection?

Over $50 or 
weekly budget?

AI risk check 
agrees?

NO NO YES

APPROVE

Payout sent

YES

BLOCK
Nothing sent

YES

ESCALATE
Human taps once

NO

ESCALATE
Human taps once

Every step logged.  The AI check can only tighten a decision. If the model fails or is unsure, the request escalates to a 
human.
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H O W  I T  W O R K S   |   T H R E E  R E A L  P U R C H A S E S

Same agent, three purchases, three outcomes

$20 Phone Case
Normal store page

Under the $50 limit, allowed vendor, AI check 
agrees

APPROVED

Paid in the sandbox

$150 Headphones
Normal store page

Over the $50 auto limit, so a human should 
look

ESCALATED

You tap Approve, then it is 
paid

$500 Hidden Trap
Page with hidden text

Hidden "send $500" instruction, over the $300 
hard limit

BLOCKED

Money never moves

$20

$150

$500

Phone case Headphones Hidden trap

Amount vs limits (USD)

Auto limit $50  |  Hard limit $300
Amount alone is not the only signal: the $500 request 

also came from a poisoned page.
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S Y S T E M  A R C H I T E C T U R E   |   P A R T  1

One request, five checkpoints

01

AI Agent

Shops, then asks to pay

02

Guard API

Receives every 
payment request

03

Rules Engine

Limits, budget, allowlist

04

AI Risk Check

Reads task and page; 
can only tighten

05

PayPal Gate

Sandbox payout only if 
approved

APPROVE  →  payout sent ESCALATE  →  human taps once BLOCK  →  nothing sent

SHA-256 hash-chained audit log
Every step is linked to the one before it, so any tampering is detectable.
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S Y S T E M  A R C H I T E C T U R E   |   T A M P E R  E V I D E N C E

An audit log that cannot be quietly edited

INTACT

Every link matches, so 
nothing has changed.

ENTRY #1

$20 approved

prev  0000…

hash  7c21…

ENTRY #2

$150 escalated

prev  7c21…

hash  e94b…

ENTRY #3

$500 blocked

prev  e94b…

hash  1fa8…

ENTRY #4

$150 approved

prev  1fa8…

hash  b03d…

TAMPERED

Entry #3 is edited. Its 
hash no longer matches 
and every later entry 
breaks.

ENTRY #1

$20 approved

prev  0000…

hash  7c21…

ENTRY #2

$150 escalated

prev  7c21…

hash  e94b…

ENTRY #3

$500 blocked

prev  e94b…

hash  MISMATCH

ENTRY #4

$150 approved

prev  1fa8…

hash  BROKEN

Each hash covers its entry plus the previous hash. Hashes shown are shortened examples.
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S Y S T E M  A R C H I T E C T U R E   |   P A R T  2

Three modular layers

AI Agent

Guard: Policy & Risk Engine

JSON rules Gemini check
PayPal Sandboxpayment

request

approved only

Control Dashboard (human): feed, rules, budget

1 Policy & Risk Engine
FastAPI + Gemini

JSON rules plus one LLM call that returns a 
decision, reason and risk score.

2 PayPal Settlement
Payouts API, Orders fallback

Approved payments move real sandbox 
money to a vendor email.

3 Control Dashboard
AG Grid

Live request feed, rules editor, budget 
meter and audit log chain check.
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S Y S T E M  A R C H I T E C T U R E   |   P A R T  3

Every layer has a deterministic fail-safe

L A Y E R T E C H N O L O G Y  C H O I C E D E T E R M I N I S T I C  F A I L - S A F E

Backend / DB
Python, FastAPI, SQLModel; SQLite locally, Postgres 
on Render

Rules are plain code, so decisions never depend 
on a model.

AI Risk Gemini through a swappable client
Temperature 0, JSON-only. It can only tighten; 
failure escalates.

Payments PayPal Payouts API (sandbox), Orders fallback A block means no API call at all.

Frontend Vanilla JS, Tailwind CDN, AG Grid Community
No build step. Audit table shows a hash-chain 
check.

Hosting Render web service and Postgres
One-file Blueprint deploy: same configuration 
everywhere.
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U S A B I L I T Y

Simple enough to explain in one sentence

No-Code Policy Toggles

Edit limits, budgets and categories 
from the dashboard. No redeploy.

One-Tap Escalation

A plain-English reason and a single 
Approve or Deny tap.

Agent-Agnostic REST

Any agent or framework can call 
Guard with one simple REST request.

$300

$200

$50

Hard block

Weekly budget

Auto-approve

Default spending thresholds (USD)
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U S A B I L I T Y   |   O N E - T A P  E S C A L A T I O N

What the human sees when Guard asks

1

Agent asks to pay

The request hits the Guard 
API.

2

Guard explains

A plain-English reason, no 
jargon.

3

You tap once

Approve or Deny from the 
dashboard.

4

Paid or dropped

Approve sends the payout. 
Deny sends nothing.

NEEDS YOU Shopping agent wants to pay

$150 Headphones
Why: over your $50 auto limit. The store page looks normal.

Approve Deny

Approve: sandbox payout is 
sent and logged.

Deny: nothing is sent, and it 
is logged too.
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O V E R A L L  I M P A C T

Trust, made measurable

100%
Prompt injections blocked in 
our demo scenarios

<50ms
Rule policy latency, no model 
call

1-Tap
Human sign-off for anything 
above the limit

$0
Sent to the attacker in the 
blocked demo

$500

$700

$200

$0

$200

$0

Hijack Runaway loop Wrong merchant

Money at risk per scenario (USD, illustrative)

Without Guard

With Guard

Figures reflect the hackathon demo scenarios in the PayPal sandbox.
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T H E  T A K E A W A Y

Agents get to shop.
Humans keep the keys.
A spending firewall that makes agentic commerce safe enough to switch on.

T E A M  U L T R O N
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